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    Recommendations

The following are a list of recommendations for reducing ambiguity and improving the performance of data generation. RockSolid tries to simplify the input schema as much as possible before generating data, and passing schemas defined using "bad practices" can result in timeouts or failure to generate valid data.
If your schema follows all of the suggestion and still times out then create an issue.
Boolean operations
oneOf
Prefer anyOf over oneOf. Many tools that automatically generate JSON schema documents make heavy use of oneOf, but the keyword does not work as one expects: oneOf passes if the input data is valid against exactly one of the subschemas. This means that validation must be performed against all of the subschemas, even when one subschema already matched the data.
Internally RockSolid has to convert oneOf to an anyOf, checking that the subschemas are mutually exclusive. When the schemas are not mutually exclusive an additional not clause is added. This slows down the generation process significantly.
If your subschemas are mutually exclusive, you can replace oneOf by anyOf.
For example, the following schema can be converted to anyOf
{"oneOf": [{"type": "string"}, {"type": "number"}]}
Whereas the following schema requires a not clause, because the intersection of the regular expressions is not empty
{
    "oneOf": [
        {"type": "string", "pattern": "^[a-z]+$"},
        {"type": "string", "pattern": "^[A-Za-z]+$"}
    ]
}
not
Avoid not clauses that overlap with most of the common cases for the data. In some cases, RockSolid can transform not clauses into their positive equivalent, but in other cases it has to carry the not clause until the data generation step.
An example of a not clause with low overlap
{"type": "number", "not": {"multipleOf": 10}}
An example of a not clause with high overlap
{"type": "number", "not": {"maximum": 0}}
allOf
Prefer a single clause instead of multiple allOf whenever possible. For the same reason as oneOf, RockSolid has to convert the clause to an equivalent anyOf, and providing many subschemas may result in a timeout.
For example, instead of
{
    "allOf": [
        {"type": "string"},
        {"pattern": "^foo"},
        {"pattern": "bar$"}
    ]
}
do
{"type": "string", "pattern": "^foo.*bar$"}
"type" keyword
Specify the "type" keyword whenever possible, otherwise RockSolid has to assume every type is valid and might need to perform exponentially more checks and validations.
For example, in the following schema
{"properties": {"foo": {"minimum": 0}}}
while the user might have implied that the data must be an object where the key foo is a non-negative integer, the JSON Schema standard works differently. Every type is valid unless the "type" keyword is specified, therefore the schema can match any type, and foo can also be of any type. The only limitation imposed by the schema is that if the data is an object that contains the key foo and foo is a number, then it cannot be negative.
Prefer specifying "type"
{"type": "object", "properties": {"foo": {"type": "number", "minimum": 0}}}
patternProperties
Prefer to define as few patternProperties as possible, and use the ^ and $ anchors, since the regular expressions are not anchored by default.
Keep in mind patternProperties apply to every property, including those defined in properties keyword. Consider the following example
{
  "type": "object",
  "properties": {
    "fooqux": {"type": "boolean"},
  },
  "patternProperties": {
    "foo.*": {"type": "string"},
    "bar.*": {"type": "number"}
  }
}
The schema requires fooqux to be a boolean, but there is a matching patternProperties key foo.* that requires a string. Therefore the fooqux property cannot exist.
Similarly, patternProperties are not exclusive to each other. A property foobar cannot exist (or any property containing both foo and bar as substring) because patternProperties requires that they are both string and number.
additionalProperties
If you don't expect any extra properties in addition to the defined ones then set additionalProperties to false. By default JSON Schema allows for additional properties unless explicitly stated. For example the following schema
{"type": "object", "properties": {"foo": {"type": "number"}}}
matches all of the following
	{"foo": 1}
	{"foo": 1, "bar": "baz"}
	{"foo": 1, "bar": "baz", "qux": {"a nested": "object"}}
which is not what you intended (I hope)



  

    README
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[image: Docs]
Data generation from JSON schema. Supports JSON Schema draft 04 to draft 2020-12.
Usage
Add to your list of dependencies
def deps do
  [
    {:rock_solid, "~> 0.0.12", only: :test}
  ]
end
Inside a property test
defmodule MyTest do
  use ExUnit.Case
  use ExUnitProperties

  property "generates valid user profiles" do
    schema = %{
      "type" => "object",
      "additionalProperties" => false,
      "properties" => %{
        "birthDate" => %{"type" => "string", "format" => "date"},
        "name" => %{"type" => "string", "pattern" => "^[A-Z][a-z]+$"},
        "email" => %{"type" => "string", "format" => "email"}
      },
      "required" => ["birthDate", "name", "email"]
    }

    check all user_data <- RockSolid.from_schema(schema) do
      assert Regex.match?(~r/^[A-Z][a-z]+$/, user_data["name"])
      assert %Date{} = Date.from_iso8601!(user_data["birthDate"])
      assert String.split(user_data["email"], "@") |> length() == 2
    end
  end
end
or as a generator, since RockSolid.from_schema/2 returns elements of StreamData.t()
iex(1)> specs = %{
  "type" => "object",
  "properties" => %{
    "serverIPs" => %{
      "type" => "array",
      "items" => %{"type" => "string", "format" => "ipv4"},
      "uniqueItems" => true,
      "minItems" => 1
    },
    "serverName" => %{"pattern" => "^[a-z][a-z_0-9]{2,255}$", "type" => "string"},
  },
  "required" => ["serverIPs", "serverName"],
  "additionalProperties" => false
}

iex(2)> specs |> RockSolid.from_schema() |> Enum.take(3)
[
  %{"serverIPs" => ["148.50.92.205"], "serverName" => "a5l"},
  %{"serverIPs" => ["230.26.166.121"], "serverName" => "y_w"},
  %{
    "serverIPs" => ["144.154.111.248", "155.134.134.38"],
    "serverName" => "v2_5"
  }
]
Known bugs and issues
The library can generate valid payloads for most schemas, with a 87% passing rate when testing the entire catalog from Schemastore. The following are a list of known bugs, limitations and issues, ordered from most common to least common.
	Failing to generate data when possible value set is too narrow. For example strings with "pattern" and minLength/maxLength, or a not clause that overlaps with many of the positive cases. To prevent this issue, encode the string length as part of the "pattern" keyword, and try to be specific when using "not" keywords. 
	Timeouts. Caused when defining multiple "if"/"then"/"else", "dependentSchemas", and "oneOf". To prevent timeouts, express branching logic as "anyOf" instead.
	Recursive schemas. While recursive schemas are supported, the algorithm often needs to find the intersection of a recursive schema and another subschema, which might throw an error. There is no workaround for this issue at the moment.
	"$dynamicRef", "$dynamicAnchor", "unevaluatedItems", "unevaluatedProperties", "maxContains" keywords are not supported currently, since their behavior is defined at runtime.



  

    Changelog

All notable changes to this project will be documented in this file.
Unreleased
0.0.12 [2026-06-28]
	Generate better extreme cases for "number", "integer" and "string" types

0.0.11 [2026-06-26]
	Add :string_kind option to RockSolid.from_schema/2

0.0.10 [2026-06-17]
	Rename Traversal.get_in_schema/2 to Traversal.fetch_in_schema!/2 and add safe Traversal.fetch_in_schema/2

0.0.9 [2026-06-15]
	Fix regex intersection timeouts by replacing greenery/pythonx with rustler precompiled regex_solver

0.0.8 [2026-06-11]
	Fix bug where properties named "required" and "dependentRequired" weren't being simplified

0.0.7 [2026-06-07]
	Rename RockSolid.Traversal.update_in_schema/3 to RockSolid.Traversal.put_in_schema!/3 and also implement RockSolid.Traversal.put_in_schema/3

0.0.6 [2026-06-07]
	Support JSON Pointers starting without "#" in RockSolid.Traversal.to_path/1
	Fix RockSolid.Traversal.update_in_schema/3 when last element in path is a list

0.0.5 [2026-05-12]
	Fix contains not being generated
	Generate only a sublist of prefixItems when minItems is not specified, or is smaller than prefixItems length
	Improve pattern with maxLength generations

0.0.4 [2026-05-11]
Implements all possible unrecoverable exceptions and adds improved error messages.
0.0.3 [2026-05-07]
This version contains several bug fixes and optimisations, mainly for handling of object types.
Fixes
	Fix patternProperties ignoring propertyNames pattern
	Fix dependentSchemas being ignored
	Fix dependentRequired algorithm behaving incorrectly when properties depended on each other
	Return empty value when a required property is no longer valid after adding a not clause
	Fix edge case when "catch all" patternProperties is the same subschema as the other patternProperties
	Fix additionalProperties in if/then/elseclauses having the same priority as the base schema
	Fix edge cases of properties, definitions, dependencies, dependentSchemas and dependentRequired being used as keys in dependencies, dependentSchemas and dependentRequired. For example, when a property called dependencies used as a key inside dependentRequired it was being treated as the keyword dependencies instead of the literal key.

Internal/enhancements
	Optimise oneOf by computing the intersection of the subschema and the negation of the remaining clauses when possible
	Optimise adding not clauses for the common case of object type + present/absent properties
	Avoid expanding $ref when the other element to intersect is the "any" value

0.0.2 [2026-05-03]
	Fix generation not considering minItems, minProperties, maxItems, maxProperties when scaling

0.0.1 [2026-05-03]
	Initial demo release



  

    Roadmap

This document describes the features and fixes that must be implemented before releasing a stable version.
Recursive $ref
The current implementation only considers recursive $ref reachable from a single path. When the same $ref is reached during a recursive intersection the algorithm assumes it has already been simplified and the code raises a "Placeholder ${VALUE} not found" error. The algorithm must be rewritten to support multiple branches and paths.
string pattern and length
When generating data, if we have pattern + minLength/maxLength, we generate based on pattern and then apply filtering. This approach often throws a StreamData.FilterTooNarrowError. Instead we should add support for generating strings based on regular expressions + length options. This change should likely be implemented in MoreStreamData
contains keyword
The current solution is a hack that places the contains value on the first available prefixItems, which returns empty intersection errors when the schema must be intersected with another one that contains incompatible prefix items. Instead we should keep the contains keyword in the array object as use it in the data generation step.
dependentSchemas
Find an alternative to calculating the powerset and creating potentially thousands of schemas.
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Data generation from JSON schema.
RockSolid exposes a single function: from_schema/2.
You can use it inside a property test
defmodule MyTest do
  use ExUnit.Case
  use ExUnitProperties

  property "generates valid user profiles" do
    schema = %{
      "type" => "object",
      "additionalProperties" => false,
      "properties" => %{
        "birthDate" => %{"type" => "string", "format" => "date"},
        "name" => %{"type" => "string", "pattern" => "^[A-Z][a-z]+$"},
        "email" => %{"type" => "string", "format" => "email"}
      },
      "required" => ["birthDate", "name", "email"]
    }

    check all user_data <- RockSolid.from_schema(schema) do
      assert Regex.match?(~r/^[A-Z][a-z]+$/, user_data["name"])
      assert %Date{} = Date.from_iso8601!(user_data["birthDate"])
      assert String.split(user_data["email"], "@") |> length() == 2
    end
  end
end
or as a generator, since RockSolid.from_schema/2 returns elements of type StreamData.t/1
iex(1)> specs = %{
"type" => "object",
"properties" => %{
  "serverIPs" => %{
    "type" => "array",
    "items" => %{"type" => "string", "format" => "ipv4"},
    "uniqueItems" => true,
    "minItems" => 1
  },
  "serverName" => %{"pattern" => "^[a-z][a-z_0-9]{2,255}$", "type" => "string"},
},
"required" => ["serverIPs", "serverName"],
"additionalProperties" => false
}

iex(2)> specs |> RockSolid.from_schema() |> Enum.take(3)
[
  %{"serverIPs" => ["148.50.92.205"], "serverName" => "a5l"},
  %{"serverIPs" => ["230.26.166.121"], "serverName" => "y_w"},
  %{
    "serverIPs" => ["144.154.111.248", "155.134.134.38"],
    "serverName" => "v2_5"
  }
]
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        Generates data based on the input JSON schema
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Generates data based on the input JSON schema
Options
	:resolver - Either a module or a tuple {module, args} that implements the
RockSolid.Resolution.Resolver behaviour. Defaults to DummyResolver.
	:string_kind - The kind of strings to generate. See StreamData.string/2. Defaults to
generating :utf8 strings
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Utilities and functions to traverse schemas, collect keywords, etc.
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    Functions
  


    
      
        definition?(reversed_path)

      


        Returns whether the reversed path is a definiiton.



    


    
      
        dependencies?(reversed_path)

      


        Returns whether the reversed path is part of a dependency definition



    


    
      
        fetch_in_schema(schema, list)

      


        Returns the value at the given location in the schema.



    


    
      
        fetch_in_schema!(schema, path)

      


        Same as fetch_in_schema/2 but raises on error



    


    
      
        is_atomic(v)

      


    


    
      
        literal?(reversed_path)

      


        Returns whether the reversed path should be treated as a literal



    


    
      
        property?(reversed_path)

      


        Returns whether the current (reversed) path is properties



    


    
      
        put_in_schema(schema, path, value)

      


        Same as put_in_schema!/3 but returns a tuple



    


    
      
        put_in_schema!(schema, path, new_value)

      


        Sets a value in the given (existing) path and returns the updated schema



    


    
      
        references(schema)

      


        Returns a map of all references ($id, $anchor, $ref) and their corresponding values
in the format



    


    
      
        to_path(json_pointer, opts \\ [])

      


        Converts a JSON pointer to a path



    


    
      
        to_pointer(path)

      


        Converts a JSON path list to a pointer.
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          @type path_t() :: [String.t()]
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          @spec definition?([String.t()]) :: boolean()


      


Returns whether the reversed path is a definiiton.
Examples
iex> RockSolid.Traversal.definition?(["type", "#"])
false

iex> RockSolid.Traversal.definition?(["$defs", "#"])
true

  



  
    
      
    
    
      dependencies?(reversed_path)



    

  


  

Returns whether the reversed path is part of a dependency definition
Examples
iex> RockSolid.Traversal.dependencies?(["dependentSchemas", "#"])
true

iex> RockSolid.Traversal.dependencies?(["dependentSchemas", "properties", "#"])
false

  



  
    
      
    
    
      fetch_in_schema(schema, list)



    

  


  

      

          @spec fetch_in_schema(any(), [String.t()]) :: {:ok, any()} | {:error, Exception.t()}


      


Returns the value at the given location in the schema.
The path argument may contain a leading "#". You can convert a JSON Pointer string
to a valid path by calling to_path/1
Examples
iex> RockSolid.Traversal.fetch_in_schema(%{"foo" => %{"bar" => "baz"}}, ["#", "foo", "bar"])
{:ok, "baz"}

iex> RockSolid.Traversal.fetch_in_schema(%{"foo" => ["a", "b"]}, ["#", "foo", "1"])
{:ok, "b"}

iex> RockSolid.Traversal.fetch_in_schema(%{"foo" => ["a", "b"]}, ["#", "foo", "3"])
{:error, %RockSolid.Traversal.InvalidPath{key: "3", schema: ["a", "b"]}}

iex> RockSolid.Traversal.fetch_in_schema(%{"foo" => 2}, ["#","bar"])
{:error, %RockSolid.Traversal.InvalidPath{key: "bar", schema: %{"foo" => 2}}}

  



  
    
      
    
    
      fetch_in_schema!(schema, path)



    

  


  

      

          @spec fetch_in_schema!(any(), [String.t()]) :: any()


      


Same as fetch_in_schema/2 but raises on error

  



  
    
      
    
    
      is_atomic(v)
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          @spec literal?([String.t()]) :: boolean()


      


Returns whether the reversed path should be treated as a literal

  



  
    
      
    
    
      property?(reversed_path)



    

  


  

      

          @spec property?([String.t()]) :: boolean()


      


Returns whether the current (reversed) path is properties
Examples
iex> RockSolid.Traversal.property?(["type", "#"])
false

iex> RockSolid.Traversal.property?(["properties", "person", "$defs", "#"])
true

iex> RockSolid.Traversal.property?(["properties", "properties", "meta", "$defs", "#"])
false
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          @spec put_in_schema(any(), [String.t()], any()) ::
  {:ok, any()} | {:error, Exception.t()}


      


Same as put_in_schema!/3 but returns a tuple

  



  
    
      
    
    
      put_in_schema!(schema, path, new_value)



    

  


  

Sets a value in the given (existing) path and returns the updated schema
Examples
iex> RockSolid.Traversal.put_in_schema!(%{"foo" => ["a", "b"]}, ["#", "foo", "1"], "c")
%{"foo" => ["a", "c"]}
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          @spec references(map()) :: %{required(String.t()) => %{required(path_t()) => any()}}


      


Returns a map of all references ($id, $anchor, $ref) and their corresponding values
in the format
%{"$ref" => %{["#", "path"] => value},  "$id" => %{}}
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          @spec to_path(String.t(), Keyword.t()) :: [String.t()]


      


Converts a JSON pointer to a path
Examples
iex> RockSolid.Traversal.to_path("#/$defs/something")
["#", "$defs", "something"]

iex> RockSolid.Traversal.to_path("#/paths/~1users")
["#", "paths", "/users"]

iex> RockSolid.Traversal.to_path("/path/to/0/foo")
["path", "to", "0", "foo"]
Options
	:include_root? - boolean/0 whether to include the root "#". Defaults to true


  



  
    
      
    
    
      to_pointer(path)



    

  


  

Converts a JSON path list to a pointer.
If the list does not start with "#" it is assumed to be a reversed path
Examples
iex> RockSolid.Traversal.to_pointer(["#", "$defs", "foo"])
"#/$defs/foo"

iex> RockSolid.Traversal.to_pointer(["bar", "$defs", "#"])
"#/$defs/bar"

iex> RockSolid.Traversal.to_pointer(["#", "/users", "GET"])
"#/~1users/GET"
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Behaviour to resolve references

      


      
        Summary
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        resolve(t, any)
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          @callback resolve(String.t(), any()) :: {:ok, map()} | {:error, any()}


      



  


        

      


  

    
RockSolid.Resolution.Resolvers.DummyResolver 
    



      
Dummy resolver when there are no remote schemas referenced
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    Functions
  


    
      
        resolve(id, opts)

      


        Callback implementation for RockSolid.Resolution.Resolver.resolve/2.
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      resolve(id, opts)



    

  


  

Callback implementation for RockSolid.Resolution.Resolver.resolve/2.
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